Explicaciones en Machine
Learning

Leopoldo Bertossi

Fac. Ingenieria y Ciencias
Universidad Adolfo Ibaiiez

Seminario DCC-PUC, 2022



Causal Scores as Explanations: The Gist

e A binary classification model C learnt by the bank m
to decide if clients are worthy of a loan or not

e We see and treat C as a black box loan? .
e . No! (label 1)
e = (john, 18, plumber, 70K, harlem, . ..)
classifier
e Why? Which feature values explain this outcome?

Which values are the (main) causes for the outcome?

e Perform counterfactual interventions: (Halpern & Pearl, 2001)
e’ = (john, 25, plumber, 70K, harlem, . ..) Yes (label 0)
e’ = (john, 18, plumber, 80K, brooklyn,...) Yes

e Value for Age is counterfactual cause with Resp(e,Age) = 1
1

Value for Income is actual cause with Resp(e,Income) = 3

e More responsible values are better explanations for the label

R 1
e Feature F as actual cause: Resp(e’ F) "7 1 + min # of extra changes
N
(contingencies)
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The Resp Score: Simple Case

e For binary features this works fine

e There could be many values that do not change the label, but
only one of them does: original value not great explanation.

Better consider all possible values for each fixed feature.
So, no contingent changes (of other values)
e Consider the average label obtained this way.

For non-binary features, Resp can be expressed as an
expected value: (paper at DEEM@SIGMOD'20)

(] Entlty e = < ..,eF,.. .>, FeF (set of features)

Counter(e, F) := L(e) —E(L(e') | €} _,, =€, )
~~~ ——
1 (coincides with e outside F)

e Easy to compute, worth trying ...
Gives reasonable results (c.f. below)

e Requires (estimated) probability on entities
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The Resp Score: General Case

e Changing one value (no contingencies) may not switch label.
No explanations are obtained.
Better consider both contingencies and average labels!

e e entity under classification, with L(e) =1, and F* € F.

“Local” Resp-scores:
L(e)—E[L(e”) | e _rxy= € (rr}] (+)

Resp(e, F*, F,I,w) := T

o [ g F {F*} (potential contingent set of features)

o e = e[r = W], L(e/) = L(e) (potential contingent values)
o ¢ :=e[l :=w,F*:=v], with v € dom(F*)

e When F*(e) # v, L(e"”)# L(e), F*(e) is actual causal
explanation for L(e) = 1 with contingency (I, er)

e In general:  Resp(e, F*) := max Resp(e, F*, F,I,w)
(F,w), [T min., (x) >0
e Can be computed w/o using internals of C
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The Shap Score

e Use Shapley values as in coalition game theory (1959)
Lloyd Shapley, Nobel Prize in Economics 2012, with Alvin Roth

e Shapley value is a established measure of contribution by
individual players to a common wealth function

e |t emerges as the only measure that enjoys certain desired
properties

e For each game one defines an appropriate game function
(here associated to the numerical classification label)

e Feature values in e can be seen as players in a coalition game.
Each of them contributing to a shared wealth function
e Assume the classifier is binary, with labels 0 and 1
e Set of players F contain features (better, their values for input )
e Game function: Go(S) := E(L(€') | \e’,s/ = €5) (es: projection on 5)
set of players S C F coincides with e on S
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For a feature F* € F, compute: Shap(F,Ge, F*) :=
Yscr ey SUELBEEDR(L(e |y = esugrsy) — E(L(e)]es = es)]

All possible permutations of subsets S of F ~ {F*}

Average of differences between expected label having F*(e)
fixed and not

Quantifies the contribution of feature value F*(e) to
classification result

Counterfactuals implicitly involved and aggregated

Shap has become popular explanation score
(Lee & Lundberg; 2017)

Assumes a probability distribution on entity population.

May be estimated from empirical data

So as Resp, Shap can be computed with black-box models
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Experimenting with Scores

e In general, Resp and Shap consider exponentially many value
combinations.

Both are computationally intractable in the worst case.
Still, Resp is in general simpler to compute
e We experimented with Resp and Shap

e 13 features of the Kaggle dataset for fraudulent card
transactions
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Classification about “fraudulent” (1) or not (0)

e XGBoost classifier using Python library (rather opaque

model, basically black-box)
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e 8K training entities, 2K test entities

Frequency of best feature chosen counter-score for label 1
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e Also experimented with FICO dataset for loan assignment.

(“Fair, Isaac and Company”, https://www.fico.com)

Computed Resp, Shap, Banzhaf, and FICO-Rudin scores.
C. Rudin uses internals Of Open—bOX model (two coupled logistic regressions)

e 23 features plus bucketization: requires approximate and
optimized computations of black-box scores.

Counter and Resp gave quite reasonable results
e Collaboration with Dan Suciu (U. Washington), Max Schleich (U.
Washington, RelationalAl), Foula Vagena (U. Paris, RelationalAl)
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Shap and Open Models

e Can we do better at computing Shap (or Resp) when we have
access to the internals of the classification model?

[(ouioot ]
What with a decision tree XXX /I mmmmm N

or a random forest, or a ...7 . Eé : %’

e Can we compute Shap fast? (in polynomial tlme) '

Taking advantage of its components

e There was the conjecture that for DTs this can be done.

We investigated this problem in detail in a AAAI'21 paper

e Identified tractable and intractable cases, with algorithms for
the former

e In particular, proved tractability for DTs and random forests
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e How to go about establishing these results?

e As a mathematical problem, it requires the right abstraction
e That includes the case at hand
e Leaves aside contingent details that complicate analysis/proof
e There are tools and results for it (reduction)
e Possibly generalizes to other interesting cases

e We investigated deterministic and decomposable Boolean
circuits (dDBCs)

e Can be used as classifiers with binary @
features and labels

e Only one disjunct true (determinism) ‘

e Conjuncts do not share variables
(decomposition)

e Have been investigated by Al community (knowledge compilation)

e Shap computation is tractable for ADBCs (and we have an algorithm)
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Why does it matter?

We get tractability of Shap for free for a vast collection of
classification models

Classifiers can be compiled (transformed) fast into dDBCs
e Decision Trees (even with non-binary features)
e Random Forests
e Binary Neural Networks
e Ordered Binary Decision Diagrams (OBDDs)

Collaboration with Marcelo Arenas (IMFD), Pablo Barcelo
(IMFD, Cenia) and Mikdel Monet (U. & INRIA Lille)

Journal submission extended with (non-) approximation
results for intractable cases of circuits (not d-DBCs)
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Extensions: Reasoning about X-Scores

e | am working and publishing on score specification and
computation via ASP (in interaction with classifiers)

e To reason about counterfactuals and scores
Have been invited to give presentations and tutorials at international venues

e For the gist: Entity ent(e, john, 18, plumber, 70K, harlem, o)
original
ent(e, x1, X2, X3, Xa, X5, 0), class(e, no), pick(x}), domA (x}), x5 # x2
Age domain

!
—  ent(e, x1,x),X3,X4, X5, tr)

transition
ent(e, x1,...,xs, tr), class(e, yes) — ent(e,x1,...,xs, cf )

counterfactual
e ASP-systems enable counterfactual reasoning, and gathering
of minimum-size contingency sets (for score computation)

e One can enrich the specification with desirable properties of

counterfactuals
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A feature value (as explanation) is actionable or a recourse if
we can do something with it.

In order qualify for a loan, | cannot get younger, but possibly
if I change my job.

Actionability can be logically specified and enforced

There are also close and investigated connections with the
effervescent area of fairness in Al

What if feature “Race” determines the outcome?

There is the notion of “protected attribute”

Loan?

Entities diverge at Race, with different labels income

With ASP-based specifications this can be S e
detected or prohibited

race

More generally, one can query counterfactuals
for different properties (TPLP 22, 1JCLR'21)

Yes! Nol



