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This manual will explain how to create and run distributed protocols.  It will also describe how the user can specify the topology, connections between processors/nodes and how various simulation settings/options can be set.  It also includes an extensive description of the GUI provided, to facilitate the specification of engine settings, and topology.  The GUI also allows the visualization of the simulation.

1. Working with the GUI

This section explains how to generate the topology configuration file for the simulator with the GUI, and how to visualize the running result of the simulator through the GUI of the simulator.

1.1. Compile and Run

Since the GUI is written in JAVA, users can compile and run it on most platforms such as: Windows, Unix and Linux. Note that the code was tested under Java SDK 1.3 version.

To compile the code, go to the work directory which contains all the *. java files, type:


javac *.java

This will generate *.class files for each class in the code.

To run the GUI, just type:


java GraphEditorFrame

When a window prompts up, you are ready to go.

1.2. Create and Edit a Topology 
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Figure 1: GUI of Simulator

1.2.1 Create a new Topology

In File drop menu under New, there are five types of topology user can choose:                                                                                         
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Figure 2: New Cascade Menu

Select either one of them, a dialog box would show up to let user enter more specified info about the new topology. For instance, to create a new tree user needs to specify the number of nodes and the maximum degree of each node; to create a random graph user need to specify the number of nodes and the number of links. User can also decide if the links are bi-direction and FIFO.
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Figure 3: Create New Topology Dialog
1.2.2 Add a new Node

First left-click the “Add Node” button on the toolbar to set the current editor state to adding nodes, note that the button’s background color is changed to red. Left click on the Graph Editor panel to create a new node at the mouse location. Put the mouse on a node; press the left button of the mouse and hold it, then drag the mouse could move the node to wherever you want.

1.2.3 Edit a Node

Make sure you are not under the “Remove Node” state, that is the “Remove Node” button on the toolbar does not change its background color to red, double click a node, a “Edit Node Label” dialog box will prompt up to let the user edit the node label.

1.2.4 Remove a Node

First left-click the “Remove Node” button on the toolbar to set the current editor state to removing nodes. Left click the node you want to remove to remove the node. Note that all the links from or to the node will be removed as well.

1.2.5 Add a new Link

There are two ways to add a link:

1) Manually Adding

First left-click the “Add Link” button on the toolbar to set the current editor state to adding links. Put the mouse on a node, press the left button of the mouse and hold it, then drag the mouse and release the mouse when you reach the destination node. A link will appear during you drag the mouse.

2) Automatically Adding

Select “Edit Link Label”, “Edit Link Delay”, or “Edit Link Failure” panel from the tabbed panels. The text fields in pink represent the links do not exist. Enter proper value into a pink text field will automatically add a link from the node in that row to the node in that column.

1.2.6 Edit a Link

Similar to add a link, there are two ways to edit a link. You can either double click a link to edit it or use the Edit Link Panel to edit a property of the link.

1.2.7 Remove a Link

Left click the “Remove Link” button on the toolbar to set the current editor state to removing links. Left click the target link to remove it. 

1.2.8 Generate Configure File

To generate a configure file for the topology, simply save the current topology to file will generate the configure file used by the simulation engine. Do not edit the configure file manually, editing manually could damage the data consistency. 

1.3. Visualize the simulation

1.3.1 Start simulation

Before start simulation visualization, make sure the running result logs file is already generated. Click the “Start” button on the toolbar will start the simulation. To restart the simulation, press “Stop” then “Start”. To control the simulation speed, use the speed slide bar. The larger the number, the slower the speed.

1.3.2 View running logs and element status history

The running logs will be displayed in the left text area at the bottom of the window and the element status will be displayed in the right text area. To select the element you want to peek, only move the mouse to that target element – node or link.

2. Simulation Settings

All simulation settings, options and topology are stored in a text file. The name of this file is not significant and can be chosen by the user.  Figure 4 shows a sample file - this file consists of (property name = property value) pairs.  The user can generate this file with GUI provided in the subdirectory ui (reffer to section 1 for more information).

NumberOfNodes = 4

TransmissionDelayType = random

MaxTransmissionDelay = 28

LinkLabelsRow1 = 0 R 0 0

LinkLabelsRow2 = L 0 R 0

LinkLabelsRow3 = 0 0 0 L

LinkLabelsRow4 = 0 0 R 0

LinkDelaysRow1 = 0 3 0 0

LinkDelaysRow2 = 9 0 6 0

LinkDelaysRow3 = 0 0 0 9

LinkDelaysRow4 = 0 0 2 0

LinkFailuresRow1 = 0 1 0 0

LinkFailuresRow2 = 2 0 3 0

LinkFailuresRow3 = 0 0 0 4

LinkFailuresRow4 = 0 0 5 0



Figure 4: Sample simulation settings file

Settings/Options - Notes:

mandatory -> property value and the property name must be provided in the settings file.

optional -> user does not have to provide property value, property name may be removed from the settings file.

NumberOfNodes -> mandatory

(property value - at most 3 digit integer smaller or equal to 100, +/- signs are not allowed)

(number of nodes in the system/network)

TransmissionDelayType -> optional

(property value can be set to one of three values: random or fixed or bounded)

(default = fixed)

TransmissionFailureType -> optional

(property value can be set to one of three values: nofault or specified or random)

(default = nofault)

MaxTransmissionDelay -> optional

(property value - at most 3 digit integer, +/- signs are not allowed)

(default = 1)

FIFO -> optional

(property value can be set to one of two values: true or false)

(default = false)

3. Topology, Network, Connections

User has to describe the topology and connections/links between the nodes -> this information is stored in the simulation settings file in the form of matrices.  The user should generate these matrices with the use of the GUI provided.

Configuration file from figure 4, describes network shown below (Figure 5)
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Figure 5: Network of  4 Nodes

Each link is associated with a triple:  (Link_Label, Link_Delay, Link_Failure)

The configuration file describing the network contains three adjacency matrices:

1) LinkLabels
Specifies labels associated with each link -Local Orientation. 0 denotes that a link/connection does not exist.

2) LinkDelays
Specifies  transmission delays associated with each link. Transmission delays have to be expressed as positive integers. 0 denotes that a link/connection does not exist.

3) LinkFailures
Specifies probability of connection failure. Probability of connection failure must be denoted by an integer between 0 and 100. 0 means that either link/connection does not exist or probability of connection failure is zero (the latter case applies if the link exists -> label was assigned to this link in LinkLabels matrix).

(Notation: Each matrix row starts on a new line, and each value is separated by spaces)

All three matrices: LinkLabels, LinkDelays, and LinkFailures have to be consistent -> if entry [i , j] in LinkLabels matrix is equal to 0 then corresponding entries in LinkDelays and LinkFailures matrices also have to be equal to 0.

LinkLabels adjacency matrices is mandatory (needs to be specified).  LinkDelays and LinkFailures matrices are optional -> user don't have to provide these matrices. If matrix is not provided – you may remove the matrix from the file or comment all its rows by with the ‘#’ symbol.  Currently, if one of the labels (LinkLabes, LinkDelays, or LinkFailures) is misspelled, the label will be ignored.  The parser will look for the next valid label and ignore everything else.  Lines starting with # are ignored and treated as comments. 
4. Nodes

Nodes should be treated as distinct machines/computers forming a network.  Each node contains/executes a set of actual processes.  Every node has the same number of processes and the same types of processes.  Processes inside a node have distinct types/names.  Communication is possible only between processes of the same type/name.

Nodes are numbered from 0 to (n - 1), where n is the number of nodes in the network.

Check Figure 4 and Figure 5 to find out how node numbering correlates with adjacency matrices.

5. File dc_user.cpp
After the simulation settings file is created, the user can start writing protocol(s) and declaring processes.  In the file dc_user.cpp, function main and functions (state_message functions) corresponding to protocol rules must be defined as illustrated by an example in Figure 6.

File dc_user.cpp (Figure 6):


#include "dc_cpplibraries.h"

#include "dc_interface.h"

// declare state_message functions

void asleep_initiation(int);

void asleep_wakeup(int);

void main() 

{

// load simulation settings and topology


dc_initialize("simulationSettings.config", true);


// declare process - wakeup_process

dc_declare_process("wakeup_process");



dc_declare_state("asleep");



dc_declare_state("awake");



dc_declare_initial_state("asleep");

dc_declare_var("x", 0);

dc_declare_var("y", 0);

dc_assign_vals_to_processes();

dc_register_message("wakeup");

dc_register_function("asleep_initiation", 

    





asleep_initiation);



dc_register_function("asleep_wakeup", asleep_wakeup);

dc_declare_initiator(0);

dc_declare_initiator(1);


// another process(es) can be declared here


// start running simulation

dc_run();

// print statistics, information about processes

// and simulation

dc_printOn(cout);

}

// define state_message function asleep_initiation

void asleep_initiation(int) 

{


int nodeId;

dc_set_state("awake");


dc_send_to_all("wakeup", NO_ARG);


nodeId = dc_get_node_id();

cout << "I am an initiator and my node id is: " << nodeId;

cout << endl;


}

// define state_message function asleep_wakeup

void asleep_wakeup(int) 

{


int xVar, yVar;

int myValue;


dc_set_state("awake");

xVar = dc_get_var_int("x");


yVar = dc_get_var_int("y");


cout << "x = " << xVar << endl;


cout << "y = " << yVar << endl;


cout << "Changing values of variables x and y..." << endl;


dc_set_var("x", 1);

dc_set_var("y", 2); 

xVar = dc_get_var("x");


yVar = dc_get_var("y");


cout << "x = " << xVar << endl;


cout << "y = " << yVar << endl;


myValue = dc_get_assigned_val();


cout << "My value is: " << myValue << endl;


if (dc_link_exists("right"))


{



dc_send("Hello", NO_ARG, "R");


}

}



Figure 6: File dc_user.cpp - sample main and state_message functions

Processes and their components are declared in the main function.  Protocol rules are defined as state_message functions: 

void asleep_initiation(int) 

and 

void asleep_wakeup(int) 

as seen in Figure 6.

Header files dc_interface.h and dc_cpplibraries.h must be included in the file dc_user.cpp.

Note: Header file dc_cpplibraries.h replaces the following:

#include <iostream.h>

#include <fstream.h>

#include <stdio.h>

#include <iomanip.h>

#include <stdlib.h>

#include <math.h>

#include <string.h>

#include <ctype.h>

#include <time.h>

Therefore – the user does not have to include any of the above header files in file: dc_user.cpp
6. Declaring a Process/Protocol 
6.1 Process

DC instructions allowed in/intended for the main function and the order in which these instructions should be used are shown below (Note: instruction arguments – not shown)

5) dc_initialize()
2) dc_declare_process()
3) 

dc_declare_state()


dc_declare_initial_state()

dc_declare_var()

dc_declare_var_list()

dc_assign_vals_to_processes()

dc_register_message()

dc_register_function()


dc_declare_initiator()

4) other processes may be declared here

5) dc_run()

6) dc_printOn()

Order of instructions in point 3) is not important -> all these instructions are used to declare/register/initialize components of the most recently declared process -> instruction dc_declare_process()
Instruction dc_printOn() can be used anywhere in the main function.

For each process/protocol, user has to

- specify valid states and initial state

< dc_declare_state(), dc_declare_initial_state() >

- register valid messages

< dc_register_message() >

- declare initiator(s)

< dc_declare_initiator()>

- define and then register state_message functions corresponding to protocol rules

< dc_register_function() >

Additionally, the user may (but does not have to) declare process variable(s)

<  dc_declare_var() > or assign values to instances (actual processes) of the most recently declared process type < dc_assign_vals_to_processes() >
6.2 Protocol Rules - state_message functions

Protocol rules are represented as state_message functions.  State_message functions must be of type void and they have to accept one argument, which can be of the following types: int, long, float, double, char*, or struct userDefinedData (for user defined data structures).  The argument is used to pass a parameter to be sent with the message.

void stateX_messageX(int arg)

{


function body

}

When a process in state: stateX receives a message: messageX, function: stateX_messageX(arg) is executed (if such function was registered) with argument: arg (arg = parameter sent with  message: messageX). State_message functions corresponding to the set of protocol rules has to be defined and registered  < dc_register_function() > .

Note: If a process in state: stateA receives message: messageA and state_message function: stateA_messageA() has not been registered/defined then simply nothing happens and execution continues.

There is one specific state_message function that has to be always registered. User must define and register function: void  initialState_initiation(int arg) where initialState is the name of the initial state of a process. This function is executed when initiator process starts executing (corresponds to protocol rule initialState x spontaneous)

The following is a list of  DC instructions that can be used in state_message functions (and only in state_message functions) (Note: instruction arguments - not shown):

dc_get_var_int()

dc_get_var_long()

dc_get_var_float()

dc_get_var_double()

dc_get_var_char_ptr()

dc_get_var_user_defined_data()

dc_get_var_int_from_list()

dc_get_var_long_from_list()

dc_get_var_float_from_list()

dc_get_var_double_from_list()

dc_get_var_char_ptr_from_list()

dc_get_var_user_defined_data_from_list()

dc_set_var()

dc_add_var_to_list()

dc_remove_var_from_list()

dc_set_var_in_list()

dc_get_var_list_size()

dc_run()

dc_send_to_all()

dc_send()

dc_send_to_node()

dc_set_state()

dc_get_assigned_val()

dc_get_node_id()

dc_link_exists()

dc_get_receiving_link()

dc_get_incoming_link_count()

dc_get_outgoing_link_count()

dc_get_sender_id()

dc_get_outgoing_link_delay()

dc_breakpoint()

dc_printOn()

7. DC Instructions
- dc_initialize(settingsFileName, bRunDebugger)

Argument: String – settingsFileName, Boolean - bRunDebugger

Return Value: N/A

Description: Loads simulation settings/options from file: settingsFileName and then reads in topology (links, nodes, link delays and failure rates etc.)  If bRunDebugger is true it will start the debugger, if false it won’t invoke it.

- dc_declare_process(processName)

Argument: String - processName
Return Value: N/A

Description: Declares process of type: processName, creates instances (actual processes) of this process type in every node.

- dc_declare_state(stateName)

Argument: String - stateName
Return Value: N/A

Description: Declares/registers state: stateName in the most recently declared process.

- dc_declare_initial_state(initialStateName)

Argument: String - initialStateName
Return Value: N/A

Description: If state: initialStateName has not been declared - declares state: initialStateName in the most recently declared process. Also, sets initial process state to initialStateName (in every instance of the most recently declared process).

- dc_declare_var(variableName, variableValue)

Arguments: String - variableName, 

Integer / Long / Float / Double / Char* / struct userDefinedData- variableValue
Return Value: N/A

Description: Declares variable: variableName with initial value: variableValue in every instance of the most recently declared process.

- dc_declare_var_list(listName)

Arguments: String - listName
Return Value: N/A

Description: Declares initially empty variable list: listName in every instance of the most recently declared process.

- dc_assign_vals_to_processes()

Argument: N/A

Return Value: N/A

Description: Assigns values - integers stored in the configuration file to every instance of the most recently declared process as follows: first value (int) from the file is assigned to the process in Node 0, second value (int) from the file is assigned to the process in Node 1 and so on...
- dc_register_message(messageName)

Argument: String - messageName
Return Value: N/A

Description: Declares/registers message: messageName in the most recently declared process.

- dc_register_function(functionName, functionPointer)

Arguments: String - functionName, Pointer to a void function taking one argument of type integer / long / float / double / char* / struct userDefinedData; (pointer to a state_message function) - functionPointer
Return Value: N/A

Description: Registers function: functionName in the most recently declared process.

- dc_declare_initiator(nodeId)

Argument: Integer - nodeId
Return Value: N/A

Description: Declares initiator to be instance of the most recently declared process in node: nodeId. Note: nodes are numbered from 0 to (n - 1) where n is number of nodes in the network.

Check Figure 5 and Figure 6 to find out how node numbering correlates with adjacency matrices which specify topology/network.

- dc_run()

Argument: N/A

Return Value: N/A

Description: Starts the simulation (simulation starts running).

- dc_get_var_int(variableName)

Argument: String - variableName
Return Value: Integer

Description: Returns value of the integer variable: variableName in the currently executing process.

- dc_get_var_long(variableName)

Argument: String - variableName
Return Value: Long

Description: Returns value of the long variable: variableName in the currently executing process.

- dc_get_var_float(variableName)

Argument: String - variableName
Return Value: Float

Description: Returns value of the float variable: variableName in the currently executing process.

- dc_get_var_double(variableName)

Argument: String - variableName
Return Value: Double

Description: Returns value of the double variable: variableName in the currently executing process.

- dc_get_var_char_ptr(variableName)

Argument: String - variableName
Return Value: Char*

Description: Returns value of the char* variable: variableName in the currently executing process.

- dc_get_var_user_defined_data(variableName)

Argument: String - variableName
Return Value: struct userDefinedData

Description: Returns value of the variable: variableName in the currently executing process.

- dc_get_var_int_from_list(listName, index)

Argument: String - listName,


integer - index
Return Value: Integer

Description: Returns value of the variable stored at location: index in the variable list: listName in the currently executing process.

- dc_get_var_long_from_list(listName, index)

Argument: String - listName,


integer - index
Return Value: Long

Description: Returns value of the variable stored at location: index in the variable list: listName in the currently executing process.

- dc_get_var_float_from_list(listName, index)

Argument: String - listName,


integer - index
Return Value: Float

Description: Returns value of the variable stored at location: index in the variable list: listName in the currently executing process.

- dc_get_var_double_from_list(listName, index)

Argument: String - listName,


integer - index
Return Value: Double

Description: Returns value of the variable stored at location: index in the variable list: listName in the currently executing process.

- dc_get_var_char_ptr_from_list(listName, index)

Argument: String - listName,


integer - index
Return Value: Char*

Description: Returns value of the variable stored at location: index in the variable list: listName in the currently executing process.

- dc_get_var_user_defined_data_from_list(listName, index)

Argument: String - listName,


integer - index
Return Value: struct userDefinedData

Description: Returns value of the variable stored at location: index in the variable list: listName in the currently executing process.

- dc_set_var(variableName, variableValue)

Arguments: String - variableName, 

integer / long / float / double / char* / struct userDefinedData - variableValue
Return Value: N/A

Description: In the currently executing process - sets value of the variable: variableName to: variableValue.

- dc_add_var_to_list(listName, variableValue, index)

Arguments: String - listName,


integer / long / float / double / char* / struct userDefinedData - variableValue,


integer index (optional - default places index at the end of the list)

Return Value: N/A

Description: In the currently executing process - inserts the value: variableValue into the variable list: listName at position: index.

- dc_remove_var_from_list(listName, variableValue)

Arguments: String - listName,


integer / long / float / double / char* / struct userDefinedData - variableValue

Return Value: N/A

Description: In the currently executing process, removes the first occurrence of the value: variableValue from the variable list: listName.  If that list does not contain that value, does nothing (Possible change for future versions: have it return an error instead).

- dc_set_var_in_list(listName, variableValue, index)

Arguments: String - listName,


integer / long / float / double / char* / struct userDefinedData - variableValue,


integer - index

Return Value: N/A

Description: In the currently executing process, sets the variable at position: index in the variable list: listName to the value: variableValue.

- dc_get_var_list_size(listName)

Arguments: String - listName

Return Value: Integer

Description: Returns the size of the variable list: listName in the currently executing process.

- dc_send_to_all(messageName, messageParameter)

Arguments: String - messageName, 

integer / long / float / double / char* / struct userDefinedData - messageParameter
Return Value: N/A

Description: Sends message: messageName with parameter: messageParameter to all neighbuors of the currently executing process (message is sent along all outgoing links). Note: if sending a message parameter is not necessary/not required use:

dc_send_to_all(messageName, NO_ARG)

- dc_send(messageName, messageParameter, linkLabel)

Arguments: String - messageName, 

integer / long / float / double / char* / struct userDefinedData - messageParameter, String - linkLabel
Return Value: N/A

Description: Sends message: messageName with parameter: messageParameter along connections/links specified by parameter: linkLabel.  

Possible values of the parameter linkLabel:

1) linkLabel =  TO_ALL

dc_send(messageName, messageParameter, TO_ALL)

Description: Message is sent to all neighbuors of the currently executing process (message is sent along all outgoing links).

2) linkLabel =  TO_ALL_EXCEPT_SENDER

dc_send(messageName, messageParameter, TO_ALL_EXCEPT_SENDER)

Description: Message is sent along all outgoing links (of the currently executing process ) except the link to process from which the most recent message was received.

3) linkLabel =  REPLY

dc_send(messageName, messageParameter, REPLY)

Description: Message is sent along the link to process which sent the most recently received message. (If such link does not exist -> error message is generated and simulation terminates).

4) linkLabel =  "actualLinkLabel"

dc_send(messageName, messageParameter, "actualLinkLabel")

Description: Message is sent along the link labeled: "actualLinkLabel".

(If such link does not exist -> an error message is generated and the simulation terminates).

Notes: 

· If sending a message parameter is not necessary/not required use: 

dc_send(messageName, NO_ARG, linkLabel)

· If instruction dc_send() is used inside state_message function: initialState_initiation(), parameter: linkLabel cannot be set to: TO_ALL_EXCEPT_SENDER or REPLY.

· Instruction dc_send_to_all(messageName, messageParameter) is the same as instruction dc_send(messageName, messageParameter, TO_ALL)
- dc_send_to_node(messageName, messageParameter, recipient)

Argument: String - messageName,


Integer / long / float / double / char* / struct userDefinedData - messageParameter,


Integer - recipient
Return Value: N/A

Description: Sends message: messageName with parameter: messageParameter to node with ID number: recipient.  Returns an error if recipient is not actually adjacent to the sender.

- dc_set_state(stateName)

Argument: String - stateName
Return Value: N/A

Description:  Sets state of the currently executing process to: stateName.

- dc_get_assigned_val()

Argument: N/A

Return Value: Integer

Description: Returns value assigned to the currently executing process.

- dc_link_exists(linkLabel)

Argument: String - linkLabel
Return Value: boolean

Description:  Returns true if the currently executing process has outgoing link with label specified by parameter: linkLabel. If such link does not exist - false is returned.

- dc_link_exists(nodeID)

Argument: Integer - nodeID
Return Value: boolean

Description: Returns true if the currently executing process has outgoing link connecting to node with ID number: nodeID.  Returns false otherwise.

- dc_get_node_id()

Argument: N/A

Return Value: Integer

Description:  Returns node id of the currently executing process.

- dc_get_receiving_link(linkLabel)

Argument: String - linkLabel
Return Value: Boolean

Description:  Returns true if the link label was retrieved sucessfully, false if otherwise.

Stores the label of the link, in the buffer pointed to by linkLabel.

- dc_get_incoming_link_count()

Argument: N/A

Return Value: Integer

Description:  Returns the number of incomming links to the currently executing process.

- dc_get_outgoing_link_count()

Argument: N/A

Return Value: Integer

Description:  Returns the number of outgoing links to the currently executing process.

- dc_get_sender_id()

Argument: N/A

Return Value: Integer

Description: Returns the ID number of the node which sent the last received message.

- dc_get_outgoing_link_delay(nodeID)

Argument: Integer - nodeID
Return Value: Integer

Description: Returns the delay associated with the outgoing link connecting to the node with ID number: nodeID.  If that node is not adjacent, returns -1 instead.

- dc_get_outgoing_link_delay(linkLabel)

Argument: String - linkLabel
Return Value: Integer

Description: Returns the delay associated with the outgoing link labeled: linkLabel.  If that link does not exist, returns -1 instead.

- dc_breakpoint()

Argument: String – nameOfBreak.

Return Value: N/A

Description:  Sets a breakpoint in the protocol at the current location, the user may give this breakpoint a name.

- dc_printOn(outputStream) 

Argument: ostream - outputStream
Return Value: N/A

Description:  Prints(appends) current information about processes and simulation to outputStream. Instruction dc_printOn() can be used both in main function and in state_message functions.

8. Working with user defined data

The engine besides integers, longs, floats, doubles, and pointers to char, also supports user defined data, for use as simulation variables and as parameters to messages.  The protocol in demos/dc_user_variables_test2.cpp shows how to use user defined data with the engine.

You may use any data type or data structure as user defined data.  To do so you use the struct userDefinedData, that is defined in dc_variable.h (included by dc_interface.h).  The fields of the userDefinedData structured are filled:  ptrData will point to the user data, and dataSize will contain the size of the data in bytes.  For example let’s say you have a circle struct as follows:

struct circle { 


int radius;


int x, y;


};

struct circle c = { 100, 300, 400 };

To declare a variable that contains user defined data we would do as follows:


struct userDefinedData udd;


udd.ptrData = (void *) &c;


udd.dataSize = sizeof ( c );


dc_declare_var (“our_circle”, udd);

To retrieve the value of the variable “our_circle” we would use the function dc_get_var_user_defined_data as follows:


struct userDefinedData udd_circle = dc_get_var_user_defined_data (“our_circle”);


struct circle *theCircle = (struct circle *) udd_circle.ptrData;

To set the value of “our_circle” the function dc_set_var is called:


struct circle c = {23, 1, 1};


struct userDefinedData userData;


userData.ptrData = (void *) &c;


userData.dataSize = sizeof ( c );


dc_set_var (“our_circle”, userData);

To send a message with user defined data, the functions dc_send, and dc_send_to_all may be used

dc_send_to_all (“check_circle”, userData); 

9. System Restrictions/Limitations

The following is a list of system restrictions/limitations:

1) Maximum number of nodes in the network = 100

2) Maximum number of processes = 10

3) Maximum number of local variables (per process) = 64

4) Maximum number of local variable lists (per process) = 64

5) Maximum local variable list size = 64

6) Maximum number of states (per process) = 30

7) Maximum number of state_message functions (per process) = 100

8) Maximum number of messages (per process) = 50

9) Maximum number of messages in transit (per link) = 100

10. How to generate executable?

Unix & Linux Systems:

Step 1: extracting the files

Uncompress the dc5.tar.gz file with the command:


tar –zxvf dc5.tar.gz

A directory: dc5 will be created containing all the files of the simulation engine.

Step 2:  building the engine library

First switch to the dc5/engine directory, and then type make!

cd dc5/engine

make

cd ..

Step 3:  building the debugger

First switch to the dc5/debugger directory, and then type make!


cd debugger


make


cd ..

Step 4:  writing & running your protocol

Switch to the dc5/user directory, write your protocol in the dc_user.cpp file (by modifying the provided skeleton, edit the configuration options file, and then compile it and run it.


cd user


<< edit dc_user.cpp >>


<< edit configuration options >>


make


./run

The executable run that will be generated, simulates the protocol that you just coded in dc_user.cpp.

11. Election Example

The following example is a protocol that will elect a leader in a given graph.  This protocol is not the most efficient. Note that the following algorithm is not necessarily correct. Its goal is to show the functionality of the dc_simulation package.  Following the code will be a description of how the protocol behaves.

#include "dc_cpplibraries.h"

#include "dc_interface.h"

void sleep_wakeup(int);

void electing_wakeup(int);

void sleep_initiation(int);

void candidate_wakeup(int);

void candidate_confirm(int);

void sleep_wakeup(int arg)

{


dc_set_state ("electing");


dc_set_var ("leader", arg);


dc_send ("wakeup", arg, TO_ALL_EXCEPT_SENDER);

}

void sleep_initiation (int arg)

{


int myId = dc_get_assigned_val();


dc_set_var ("leader", myId);


dc_set_state ("candidate");


dc_send ("wakeup", myId, TO_ALL);

}

void electing_wakeup (int arg)

{


int currentLeader = dc_get_var_int ("leader");


if (arg < currentLeader)


{



dc_set_var ("leader", arg);



dc_send ("wakeup", currentLeader, TO_ALL_EXCEPT_SENDER);



dc_send ("confirm", NO_ARG, REPLY);


}

}

void candidate_wakeup (int arg)

{


int myId = dc_get_assigned_val();


if(arg < myId)


{



dc_set_state ("electing");



dc_set_var ("leader", arg);



cout << myId << " is defeated" << endl;



dc_send ("wakeup", arg, TO_ALL);


}

}

void candidate_confirm( int arg)

{


cout << "Staying cool, " << dc_get_node_id() 



<< " still the leader" << endl;

}

int main (int argc, char **argv)

{


dc_initialize ("election_example.config");


dc_declare_process ("election");



dc_declare_state ("sleep");



dc_declare_state ("candidate");



dc_declare_state ("electing");



dc_register_message ("wakeup");



dc_register_message ("confirm");



dc_register_function ("sleep_wakeup", sleep_wakeup);



dc_register_function ("electing_wakeup", 





electing_wakeup);



dc_register_function ("sleep_initiation",




sleep_initiation);



dc_register_function ("candidate_wakeup",




candidate_wakeup);



dc_register_function ("candidate_confirm",




candidate_confirm);



dc_declare_initial_state ("sleep");



for (int i = 0; i < 7; i++)



{




dc_declare_initiator(i);



}



dc_declare_var ("leader",0);



dc_assign_vals_to_processes ();


dc_run();


dc_printOn (cout);

}



Figure 7: File dc_user.cpp – sample user code that implements an election algorithm.

The above protocol is an example of how an election algorithm can be implemented.  Assuming that we have a bidirectional, connected graph with each node having unique identities (ie. labels), the above algorithm will distinguish 1 node from the others, namely the node with the smallest identity.  Here in this example the term “node” will refer to the entities participating in the election protocol only.  Starting from the main function notice that a call was made to dc_initialize("election_example.config").  This function call initializes the simulation with the options defined in the election_examples.config file.  This file will be described later.  Next a call was made to dc_declare_process("election").  This function call informs the simulation engine that you are declaring a process/protocol called “election” and also that the following DC method calls refer to the process/protocol “election”.  Next we have various dc_declare_state, dc_register_message, and dc_register_function calls.  Notice that we have 3 declared states and 2 declared messages and only 4 registered functions plus 1 initiation function.  This implies that we are missing a function to handle a certain STATE_MESSAGE event (sleep_confirm and electing_confirm).  Now we declare the initial state that the nodes should be in when the process/protocol starts by calling dc_declare_initial_state("sleep").  The main function then goes on to make all nodes initiators by use of a for loop and dc_declare_intiator calls.  Notice the index used when calling the dc_declare_initiator function.  The index used is the logical numbering of the nodes, starting from 0 and increasing by 1.  Next we declare a variable called “leader” by calling the dc_declare_var("leader", 0) function, this call also initializes the value to 0.  Finally we assign the unique identities/labels to the nodes in the network for the “election” process/protocol by calling the dc_assign_vals_to_processes().  The values assigned are stored in the configuration file previously specified..

Execution of the process/protocol follows the following behavior.  All nodes for the election process start in the sleep state.  All of the nodes spontaneously execute their initiation function, sleep_initiation.  Nodes that spontaneously execute assume they are the leader and set their state to be “candidate”.  They also set their “leader” variable to their own unique identity.  They then send a “wakeup” message to all available neighbors.  Accompanying this message is a parameter that stores the unique identity of the node sending the “wakeup” message.  Nodes that are in the sleep state and receive a “wakeup” message will change state to “electing” and set their leader value to the parameter passed in with the “wakeup” message (ie. unique identity of the sending node).  Nodes that are in the “candidate” state and receive a “wakeup” message will check the passed in parameter.  If this parameter is less than the candidate’s unique identity then the node will change state to “electing” and send a message to all available neighbors except the sender with the new “leader” value.  Nodes in the “electing” state and receive a “wakeup” message will compare the stored “leader” value and the passed in parameter.  If the parameter is less then update the “leader” value and send a “wakeup” message to all available neighbors except the sender with the new “leader” value.  This node also sends a “confirm” message back to the sender.  Nodes in the “candidate” state and receive a “confirm” message prints something out to the stdout but does nothing otherwise.  When the protocol ends, there should only be 1 node in the “candidate” state and all nodes should have their “leader” variable set to the value of the “cadidate” node’s unique identity.

The following is a sample election_example.config file that can be used with the above protocol.

NumberOfNodes = 7

TransmissionDelayType = random

MaxTransmissionDelay = 20

LinkLabelsRow1 = 0 1 0 2 0 0 3

LinkLabelsRow2 = 1 0 2 3 4 5 0

LinkLabelsRow3 = 0 1 0 0 2 0 0

LinkLabelsRow4 = 1 2 0 0 0 3 4

LinkLabelsRow5 = 0 1 2 0 0 3 4

LinkLabelsRow6 = 0 1 0 2 3 0 0

LinkLabelsRow7 = 1 0 0 2 3 0 0

LinkDelaysRow1 = 0 1 0 2 0 0 3

LinkDelaysRow2 = 1 0 2 3 4 5 0

LinkDelaysRow3 = 0 1 0 0 4 0 0

LinkDelaysRow4 = 1 2 0 0 0 3 4

LinkDelaysRow5 = 0 1 2 0 0 3 4

LinkDelaysRow6 = 0 1 0 2 3 0 0

LinkDelaysRow7 = 1 0 0 2 3 0 0

LinkFailuresRow1 = 0 1 0 2 0 0 3

LinkFailuresRow2 = 1 0 2 3 4 5 0

LinkFailuresRow3 = 0 1 0 0 4 0 0

LinkFailuresRow4 = 1 2 0 0 0 3 4

LinkFailuresRow5 = 0 1 2 0 0 3 4

LinkFailuresRow6 = 0 1 0 2 3 0 0

LinkFailuresRow7 = 1 0 0 2 3 0 0

NodeLabels = 4 6 9 8 1 5 3

Figure 8: Sample election_example.config file

Note that the number of rows in the matrices equals the NumberOfNodes specified, also each row has a number of values equal to NumberOfNodes, and also the number of values specified for the node labels also equals the NumberOfNodes.

By compiling and running the above code, we get the following output.

6 is defeated

5 is defeated

9 is defeated

8 is defeated

4 is defeated

3 is defeated

Staying cool, 4 still the leader

Staying cool, 4 still the leader

**********Start Printing Statistics**********

Global Time is: 45

Simulating 1 process(es)

**********Statistics for Process election **********

Number of Registered States:      3

Number of Registered Messges:     2

Number of Registered Functions:   5

Number of Initiators:             7

Initial State:                    sleep

Statistics for processes of type: election

A.NodeVal: 4       State: electing       

Msgs Sent: 9      Msgs Rcvd: 11     

Bits Sent: 288    Bits Rcvd: 352    

   leader = 1        

A.NodeVal: 6       State: electing       

Msgs Sent: 20     Msgs Rcvd: 14     

Bits Sent: 640    Bits Rcvd: 448    

   leader = 1        

A.NodeVal: 9       State: electing       

Msgs Sent: 6      Msgs Rcvd: 5      

Bits Sent: 192    Bits Rcvd: 160    

   leader = 1        

A.NodeVal: 8       State: electing       

Msgs Sent: 20     Msgs Rcvd: 11     

Bits Sent: 640    Bits Rcvd: 352    

   leader = 1        

A.NodeVal: 1       State: candidate      

Msgs Sent: 4      Msgs Rcvd: 11     

Bits Sent: 128    Bits Rcvd: 352    

   leader = 1        

A.NodeVal: 5       State: electing       

Msgs Sent: 6      Msgs Rcvd: 10     

Bits Sent: 192    Bits Rcvd: 320    

   leader = 1        

A.NodeVal: 3       State: electing       

Msgs Sent: 6      Msgs Rcvd: 9      

Bits Sent: 192    Bits Rcvd: 288    

   leader = 1        

Total Number of Messages Sent: 71

Total Number of Bits Sent: 2272

Stats per message:


7 'confirm' messages were sent (224 bits)


64 'wakeup' messages were sent (2048 bits)

Average Delay Time: 0.634

**********End of statistics for election**********

Contents of the event heap

Heap is empty: 0

**********End of Statistics**********

Figure 9: Output from the example dc_user.cpp code

The output is fairly straight forward.  The dc_printOn(cout) function call prints out the information between lines:

**********Statistics for Process election ********** 

and 

**********End of Statistics**********. 

Following is the total time that all of the declared processes took to finish.  In the example the global time is 45.  Next the output shows how many processes are being simulated.  In the example only 1 process is being simulated.  Following you get the statistics for an individual process/protocol.  The first and only process/protocol that is printed out is our election process.  There is information on how many states, messages, functions, and initiators were declared and registered.  Also included is the start state of the nodes for this process.  Under the heading 

Statistics for processes of type: election 

The statistics are shown for process executing the election protocol.  Below is the statistic for one of the processes.

A.NodeVal: 4       State: electing       

Msgs Sent: 9      Msgs Rcvd: 11     

Bits Sent: 288    Bits Rcvd: 352    

   leader = 1        

A.NodeVal stands for Assigned Node Value.  This is the value of the node it was assigned during the dc_assign_vals_to_processes().  Note that if you do not assign values to the processes you will get a different label at this position.  The label will be SysNodeID and this value represents the logical number of the nodes (ie. 0, 1, 2, …).  State refers the current state of the process.  Msgs Sent refers to the number of messages that this particular process has sent.  Similarly Msgs Rcvd refers to the number of messages that this particular process has received.  On the next indented line is a list of declared variables and their values.  Here you can see that the “leader” variable has a value of 1.


As you go down the list of statistics you get the total number of messages sent and the average delay time.  The average delay time is calculated by dividing the global time by the total number of messages sent for that process.  This may not be an accurate figure if more that 1 process is being simulated since if the 1 process finishes before the other, the process that finishes first will have a greater global time than that of the global time that the process actually finished.


Finally, the output for the event heap is given.  If the event heap has any more events they will be printed.  In the above example, the protocol has finished and therefore there are no more events in the heap.  Below is a sample output of what an event heap print out looks like.

Contents of the event heap

Election ==> election

   Msg: confirm         Dest: 6     Src: 0     A.Tm: 41    D.Tm: 27   

Election ==> election

   Msg: wakeup          Dest: 5     Src: 3     A.Tm: 45    D.Tm: 28   

Election ==> election

   Msg: wakeup          Dest: 1     Src: 0     A.Tm: 39    D.Tm: 27   

Election ==> election

   Msg: wakeup          Dest: 0     Src: 3     A.Tm: 47    D.Tm: 28   

Election ==> election

   Msg: wakeup          Dest: 1     Src: 3     A.Tm: 44    D.Tm: 28   

Election ==> election

   Msg: wakeup          Dest: 1     Src: 2     A.Tm: 38    D.Tm: 18   

Figure 10: Sample print out of the contents of a non-empty event heap

Here we see that we have 6 events in the event heap.  The output for one event looks like the following.

election ==> election

   Msg: confirm         Dest: 6     Src: 0     A.Tm: 41    D.Tm: 27   

The first line tells you the source process and the destination process for the event.  In this case, we see that this event was generated by the “election” process and is intended for the “election” process.  On the next indented line we have some more information regarding the event.  Msg refers to the message name contained in this event.  This is the message being sent.  Dest refers to the destination of this message represented by the system or logical node ID.  Src refers to the logical node ID that sent this message or created this event.  A.Tm is the arrival time of this event.  This is the global time that this event will be processed.  D.Tm is the departure time of this event, or the global time of creation for this event.

12. Working with the debugger

1. When you want to use the debugger tool, to help you debug your protocol, just call dc_initialize with the second argument (bRunDebugger) set to true.

2. Call the function dc_breakpoint (char *nameOfBreak) wherever you want to have a breakpoint in your protocol. 

3. Then when you run the program, the debugger tool will show up on the screen (similar to the screenshot in figure 11).
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Figure 11: The debugger GUI

4. On the GUI of the debugger tool , first you need make choice on “pause by each event” or  “pause by each event”.

5. Next just click on the button to “continue the engine” or “disable the break point” and other button but “pause by each event” and “pause by each event” can only work at first time.

6. Since the GUI of the debugger tool is separate from the engine, when the engine finishes running, the GUI is still running or you close the GUI before the engine finishes running then engine still running, so you must first stop the engine and then close the GUI.

7. The GUI connects to the engine with the use of sockets. When the program finishes running, you must close the GUI, then run the program again.
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