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In these notes we discuss the online algorithms.

1 Basic Problem

Suppose that you owns a website, every time a user query for something on your website, you
can choose to display an advertisement on the website, and there are two manufactorures who are
paying you for each advertisement you displayed for them given a certain query.

Manufactourer Products Ad amount Total Budget
I A $1 $100
II A, B $2 $100

Each time a query of either A or B comes in, you can choose to display the ad of either manufac-
turer I or manufacturer II. But what should you do in order to maximize the amount of money you
can make?

1.1 Competitice Ratio

Let the maximum profit returned by the offline algorithm (an algorithm that knows the whole query
sequence before choosing which advertisement to display) be M⇤, and let the profit returned by
our online algorithm (we must choose an advertisement to display every time we received a new
query) in worst case be M , and the compatetive ratio c  1 is defined as M

M⇤ .

2 Online Algorithms

2.1 Bipartite Matching

Let G = (V = L [ R,E) be a bipartite graph where the vertex set V consists of vertices on the
left (referred to as L), and vertices on the right(referred to as R), and any edge e 2 E connects a
vertex in L to a vertex in R. The set M ✓ E is a matching for G if no two edges in M share a
vertex.
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2.2 Example

Let L = {L1, L2}, R = {R1, R2}, E = {(L1, R1), (L2, R1), (L2, R2)}.

L1

L2

R1

R2

Then {(L2, R1)} and {(L1, R1), (L2, R2)} are two possible matchings for G.

2.3 Online Bipartite Matching Problem

Input : For online matching problem, all the vertices in the L set are known in advance, while
non of the vertices in the R are known prior to the execution of the algorithm. In each timestamp
t 2 {1, 2, 3, . . . } during the algorithm, one vertex in R is presented and all its incedent edges.

Output : In each timestamp t, the algorithm will need to decide to which unmatched vertices
in L should we connect the new vertex to (the decision cannot be unmade). Upon finish, the
algorithm returns all edges that it has decided to add to the matching in all timestamps, and the
goal of the algorithm is to maximize the size of the matching it returns.

2.4 Greedy algorithm

In each time stamp t, when we are given vertex Rt, we match it to any of its neighbours in the L
set that has not been matched. If there are many options, choose one at random.

2.5 Example of the greedy algorithm

Use the same G that we had in section 2.2, the optimal matching clearly has size 2. But suppose in
timestamp 1, the algorithm connects R1 with L2, then when R2 comes in, there is no unmatched
neighbours for R2, so R2 is unmatched and the algorithm returns a matching of size 1, and we
have a competitve ratio of 1

2 . What is the worst competitive ratio? Can we find a case where the
competitve ratio is < 1

2 , or is 1
2 the worst case competitive ratio for the greedy algorithm?

3 Analysis for the greedy algorithm

3.1 Primal dual linear program

The dual of a given linear program is another linear program derived from the original (the primal)
linear program such that:

• each variable in primal LP becomes a constrain in dual LP

• each constraint in primal LP becomes a variable in the dual LP
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• the objecive direction is inversed, if the primal LP is a maximization problem, then the dual
LP becomes a minimization problem and vice versa.

3.2 Primal LP

We assign a value xe for every edge e in our graph G, ideally the value should be chosen between
0 and 1, but in practice, the number can take any fractional number between 0 and 1. Once we
have xe value set up for every single edge, then the online bipartite matching problem can be seen
as the following linear program:

maximize
X

e2E

xe

subject to
X

e2N(v)

xj  1, v 2 V

xe � 0,e 2 E

For every vertex v in the graph G, the sum of xe for all v’s incident edges must be less than or equal
to 1 since each vertex can appear in the matching at most once, if the sum of xe is greater than 1,
then it means that the vertex appears multiple time in the matching, then it’s not a valid matching.

Once we have the LP, the size of the optimal matching is equal to the optimal value of the
objective function of this LP.

3.3 Example primal LP

Using the same example from previous section, the optimal matching has size 2, to achieve this
value for the objective function, we can set xL1,R1 = xL1,R2 = xL2,R1 = xL2,R2 = 1

2 . This values
satisfy the constraints in LP and thus returns the optimal value 2 for the objective function.

For the bipartite matching LP, there is always an integral solution that achieves the optimal
value for the objective function.

3.4 Example of Primal-Dual LP transformation

Consider the following LP:

maximize x1 + x2

subject to x1 + 2x2  4
2x1 + x2  6
x1, x2 � 0

Few observations we can make for this LP:

• x1 + x2  x1 + 2x2  4

• x1 + x2  2x1 + x2  6
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• x1 + x2  1
2(x1 + 2x2) +

1
4(2x1 + x2) =

7
2

• x1+x2  ↵(x1+2x2)+�(2x1+x2) = 4↵+6�, where ↵, � � 0,↵+2� � 1, 2↵+� � 1.

Using the last observation, we can see that now the original LP can be transformed as a new LP:

maximize 4↵ + 6�
subject to ↵ + 2� � 1

2↵ + � � 1
↵, � � 0

For the dual LP, set ↵ = � = 1
3 , we have all the constraints satisfied and result in an upper bound

10
3 .

3.5 Primal-Dual LP - standard form

Primal LP: max cTx subject to Ax  b, x � 0
Dual LP: min bTy subject to ATy � c, y � 0.

Weak Duality: If x and y are both feasible solutions to the LPs, then:

cTx  (ATy)Tx = yT (Ax)  yT b = bTy (1)

If we have a feasible solution for the dual LP, then the solution CTy is an upper bound for the
primal LP.

Strong Duality Theorem: If x and y are both optimal solutions to the LPs, then:

cTx = bTy (2)

3.6 Primal-Dual LP for matching

The primal LP is:
maximize

X

e2E

xe

subject to
X

e2N(v)

xj  1, v 2 V

xe � 0,e 2 E

For the dual LP, introduce |V | variables corresponding to each vertex constraint of the primal.
Label these variables as p1, p2, . . . , p|V |. So the dual LP is:

minimize
X

v2V

pv

subject to
X

e=v,w2E

pv + pw � 1

pv � 0,v 2 V
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If pv + pw  1 for any edge, then the matching is not optimal as we can add the edge to the
matching. We want to show that how we can use this primal-dual LP to indicate that the competitive
ratio of the greedy online matching algorithm is at least 1

2 .

3.7 Analysis

For analyzation purpose, define qv for each vertex v 2 V . Initially qv = 0 for all v 2 V .
Every time the greedy algorithm decides to add an edge e = (u, w) to the matching, set qu =

qw = 1
2 .

It’s obvious that after the algorithm has finished, the size of the matching returned by the
algorithm, |M | =

P
e=(u,w)2E

qu + qw =
P
v2V

qv.

For pv values for each vertex, simple set pv = 2 ⇤ qv for all vertices.
Observation: For every edge e = (v, w) 2 E, pv + pw = 2 ⇤ qv + 2 ⇤ qw � 1 since the greedy

algorithm will not leave bothe v and w unmatched (if so then the greedy algorithm will match
v with w). This shows that our P vector = {Pl1 , Pl2 , . . . , Pln , Pr1 , . . . , Prn} containing all |V | pv
values is a feasible solution to the dual LP problem. And

P
v2V

pv =
P
v2V

2⇤qv = 2⇤
P
v2V

qv = 2⇤ |M |

where |M | is the size of the greedy matching.
By the weak duality, we also know that the objective value of the dual LP is an upper bound to

the objective value of the primal LP. The objective value of the primal LP is the size of the optimal
matching, so

P
v2V

pv � cost of primal LP = |M⇤|, so |M | � |M⇤|
2 ! |M |

|M⇤| �
1
2 ! CR � 1

2 . So the

greedy algorithm is 1
2 -competitive.

4 Fractional Bipartite Matching

4.1 Problem Definition

In this section, we will look at a variant problem of the online bipartite matching problem. Same as
before, we have a graph G = (V,E), where the vertices in L are known in advance, and the vertices
in R are unknown prior to the execution. The difference between normal bipartite matching and
fractional bipartite matching is that in fractional bipartite matching, each vertex in R can choose
to deliver part of its information to its neighbours on the left, as long as its neighbours on the left
have room left to accept the information.

Let G = (V = L [ R,E), vertices in L are known and each has a unit capacity, the vertices
in R are known one by one in each time stamp, each vertex in R comes with unit information to
deliver, along with its neighbours in L. And it can:

• Sum of information that can be delivered from rt to all its neighbours is at most 1.

• rt can deliver its information to any of its neighbours, as long as it still has room left to
accept the new information.
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• The transformation cannot be reversed.

After all transformations have completed, we sum up the amount of information received by all
vertices in the L set. We want to design an algorithm that can maximize this quantity. This is often
referred to as the water-level problem as we can view each vertex in the L set as a bottle of size 1,
and consider the informations as ’waters’. If ri transforms a certain amount of information to lj ,
it’s equivalent of saying that ri has poured the same amount of water to lj . And in the end, we care
about how many waters are there in total in all these L bottles.

4.2 Primal LP for fractional bipartite matching

xe represents the amount of information that travels on edge e. Since each vertex in the L set has
capacity 1, so the total information it receives cannot exceed 1, each vertex in the R set has unit
information to spread out, so the total information leaving such vertex cannot exceed 1 as well. xe

cannot be negative since the transformation cannot be reversed. So the same primal LP for bipartite
matching will work for fractional bipartite matching as well.

maximize
X

e2E

xe

subject to
X

e2N(v)

xj  1, v 2 V

xe � 0,e 2 E

4.3 WATERLEVEL algorithm

At any time t, drain the water from rt to its neighbours where the preference is always given to the
neighbour with the largest residual capacity remaining until:

1. All neighbours of rt are saturated, or

2. rt has transformed all its information

4.4 Example

L1

L2

L3

L4

R1

R2

R3

R4

1. r1 will spread 1
4 information to each of its 4 neighbors. So each of the vertex in L has 1

4
bottle of water.

6



2. r2 will spread 1
3 information to each all its 3 neighbors. So {L2, L3, L4} will each contains

7
12 bottle of water, L1 still has 1

4 .

3. r3 can only spread 5
12 information to each of its 2 neighbors. After this step, L3 and L4 will

become completely full, L2 and L1 stays the same.

4. r4 will spread no information since all its neighbors are full.

The offiline algorithm will clearly drain all the water of Ri to Li, so the offline revenue is 4. The
competiteve ratio of this case is 1/4+7/12+1+1

4 = 17
24 , this is better than 1

2 , which is the competitive
ratio for bipartite matching.

4.5 Example 2

Let L = {l1, l2, . . . , ln}, R = {r1, r2, . . . , rn}, E = {(li, rj)|i � j, 8i, j 2 {1, . . . , n}}.

1. r1 will spread 1
n information to all its n neighbors. So each vertex in L will have 1

n bottle of
water.

2. r2 will spread 1
n�1 information to all its n�1 neighbors, so each vertex in L will have 1

n+
1

n�1

bottle of water except L1 which still has only 1
n bottle.

3. r3 will spread 1
n�2 information to all its n � 2 neighbors. Each vertex in {L3, . . . , Ln} has

1
n + 1

n�1 +
1

n�2 bottle of water, L1 has 1
n , L2 has 1

n + 1
n�1 .

4. . . .

5. rj will spread 1
n�j+1 information to all its n�j+1 neighbors. So each vertex in {Lj, . . . , Ln}

has 1
n + 1

n�1 + · · ·+ 1
n�j+1 bottle of water.

We are interested of finding out at what time j, all vertices lj, lj+1, . . . , ln are filled completely.
Which means that after time j, all remaining vertices can no longer transform any more information
to any vertices in the L set. In other words, what is the smallest j value such that 1

n + 1
n�1 + · · ·+

1
n�j+1 � 1?
We can find that if j ⇡ n(1� 1

e),
1
n + 1

n�1 + · · · + 1
n�j+1 = 1. The optimal offline algorithm will

have a total water level of n by transform all information of li to ri, so the competitive ratio in this
case is 1� 1

e since in total approximately n(1� 1
e) vertices have transformed all its information to

the L set, and other vertices transformed none.

4.6 Primal-Dual analysis for fractional bipartite matching - approach 1

Can we follow the same analysis for the greedy algorithm and prove the competitive ratio for the
waterlevel algorithm to be at least 1� 1

e?.

7



For all v 2 V , initialize qv to 0. During the execution of the waterlevel algorithm, if we
transform x amount of information using edge (v, w), then qv = qv +

x
2 , qw = qw + x

2 .
Size of the fractional matching is

P
v2V

qv.

The constraint pv + pw � 1 still needs to be satisfied. Can we make pv + pw � 1 by setting
pv = cqv for some c < 2. If so, then the waterlevel algorithm will have a competitive ratio of 1

c .
Using the example in 4.4, ql4 = 1

2 , qr4 = 0, so ql4 + qr4 = 1
2 , so we need c to be at least 2 to

satisfy the dual constraints, which implies the competitive ratio is 1
2 , and it’s smaller than 1� 1

e .

4.7 Primal-Dual analysis for fractional bipartite matching - approach 2

The problem with the approach 1 is that we split the x evenly between two end points. So for the
vertices in R with index larger than j, its p value is 0, and the largest p value we can get using the
even split is 1

2 , so we can never get a competitive ratio better than 1
2 if we are splitting evenly.

So the idea is to not split the x value evenly. In approach 2, we want to split the x value in
a way such that qv+qw � 1� 1

e , then we can let pv = e
e�1qv, and the competitive ratio will be 1� 1

e .

Observation: Assume that after the algorithm has terminated, the vertex v 2 L is not satu-
rated. Let level(v) be the sum of all information that v has received during the entire execution.
Now let’s consider time w where (v, w) 2 E, during this step of the online algorithm, w will route
its information to all its neighbors in L whose current level is at most level(v). The proof for this
observation follows from the water-filling analogy since if v finishes with level(v) information,
then w can only send information to its neighbours up to level(v) upon its arrival.

Let f(x) = ex�1 for 0  x  1, f(x) is a non-decreasing function whose range lies between
0 and 1. Let w 2 R, (v, w) 2 E, a small amount dx of information flows on the edge. Then
qv = qv + f(level(v))dx = qv + e(level(v)�1), qw = qw + (1 � f(level(v)))dx. The increase
the value of qv + qw is dx. If level(v) ⇡ 1, then a large proportion of dx is assigned to qv as
f(level(v)) ⇡ e0 = 1. Function f doesn’t split xvw evenly among qv and qw.

Now we evaluate the q values for all vertices in L [ R after the algorithm has finished. Pro-
cessing of a vertex w 2 R with its neighbour v 2 L has two possible outcomes:

1. v gets saturated: during the algorithm, the level of vertex v increases from 0 to 1, then
qv =

R 1

0 f(x)dx =
R 1

0 ex�1dx = 1� 1
e , so qw + qv � qv = 1� 1

e .

2. w is completely drained: Suppose level(v) = X , where 0  X  1. Based on the observa-
tion, we know that w was sending information to its neighbors whose levels were at most X .
Then use the fact that f is an increasing function, we can say that qw �

R 1

0 (1 � f(X))dx =

(1�eX�1)
R 1

0 dx = 1�eX�1, qv+qw �
R X

0 f(x)dx+1�eX�1 = eX�1� 1
e+1�eX�1 = 1� 1

e
which is independent of X .

We have seen that qv + qw � 1 � 1
e for all edges (v, w) 2 E. Set pv = e

e�1qv, then all the
constraints of the dual LP are satisfied. And

P
pv =

e
e�1

P
qv ! e

e�1 |M | � |M⇤| ! CR � 1� 1
e .
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5 Randomized online bipartite matching

Here we are no longer considering fractional matchings, so an edge is either in the matching or
not.

5.1 Ranking algorithm

Step 1: For each vertex v 2 L. assign v a rank that is chosen randomly from [0, 1].
Step 2: For each vertex w 2 R in the order of its appearance, match w to its lowest ranked
unmatched neighbor in L(if any).

5.2 Ranking algorithm example

Consider the graph:

L1

L2

L3

L4

R1

R2

R3

R4

Suppose the ranks for L1, L2, L3, L4 are 0.5, 0.8.0.2, 0.4

1. When R1 is received, we map it to L2 since it has the highest rank 0.8.

2. When R2 is received, we map it to L4 since it has the highest rank 0.4 among L3 and L4.

3. When R3 is received, we map it to L3 since it has only one unmatched neighbour L3, so
whatever the rank L3 has, it will be the neighbor with highest rank.

4. When R4 is received, we cannot map it to anyone.

The competitive ratio for this case is clearly 3
4 , but it’s not deterministic. If the ranks were

0.8, 0.6, 0.4, 0.2, then we will end up with a matching of size 4. If the ranks were 0.2, 0.4, 0.6, 0.8,
then we will have a matching of size 2. So its competitive ratio is not set, but we can compute the
expected competitive ratio.

5.3 Analysis for ranking algorithm

We want to show that the ranking algorithm is 1� 1
e competitive. We will again do an analysis using

primal-dual LP framework. We construct a dual LP solution that is randomized, some constraints
of the dual LP may not be satisfied in reality, but they are all satisfied in expectation, E(pv+pw) � 1
for all edges (v, w) 2 E.
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During the execution of ranking algorithm, let e = (li, rj) be the current edge we are consider-
ing, we may or may not match li to rj based on whether li is matched and whether li has the lowest
rank among all rj’s unmatched neighbours.

Claim 1: Let L0 = L/ {li}, and the graph G0 = (L0 [R,E 0). Assume the ranking algorithm is
executed on G0, the ranks assigned to each vertex in L0 is the same as the ranks assigned to the full
set L. Suppose that ranking algorithm matches rj to li0 , and ↵ = rank(li0), if rank(li) < ↵, then
the vertex li is matched to some vertex during the execution of the ranking algorithm on G.

Proof: For the sake of contradiction, suppose it’s not. Each vertex in G0 has the same rank as
in G, so the ranking executed on G and G0 are identical until the vertex rj is considered. Ranking
on G0 assigns rj to li0 , then ranking on G will denfinitely map rj to li since li has a lower rank. We
have a contradiction, so li is matched.

Claim 2: Execute the ranking algorithm on the graphs G0 and G in parallel, the set of un-
matched vertices in L0 is a subset of the set of unmatched vertices in L at any step of the ’parallel’
execution.

Proof: The proof can be done using induction, before the algorithm starts, this is obviously
true since L0 has one less vertex than L. The argument still holds until rj is considered. At this
moment, the set of unmatched vertices in L equals to the set of unmatched vertices in L0 plus the
vertex li. In order for the subset relationship to break after this step, the algorithm needs to map
rj to two different vertices in L and L0 other than li. If so, then the subset relationship breaks. So
the questions here is can this happen in reality? Suppose this happens, so rj is mapped to lk in G,
and to lk0 in G0. But the vertices have the same rank in both G and G0. Since when the ranking
is executing on G0, we map rj to lk0 and meanwhile lk is also available (unmatched), so the rank
of lk0 must be smaller than the rank of lk. Then the ranking executing on G cannot map rj to lk
since lk0 is still available. So the ranking algorithm on G can either map rj to lk0 or li. So the set of
unmatched vertices in L0 is still a subset of unmatched vertices in L.

Primal-dual LP setup: qv = 0, and when the algorithm add an edge (v, w) to the matching,
where v 2 L, and w 2 R, then qv = f(rank(v)) = erank(v)�1 and qw = 1� qv.

Claim 3: Let the execution of ranking on G matches rj to some vertex v, then qrj = 1 �
e(rank(v)�1) � 1 � e(↵�1) where ↵ is the rank of the vertex li0 that is matched to w when ranking
algorithm is executed on G0.

Proof: By claim 2, the unmatched vertices in L0 is a subset of the unmatched vertices in L.
When the algiorithm considers the vertex rj on G, we will map it to a neighbor whose rank is
at most ↵. And using the fact that f(x) is a decreasing function, then 1 � f(x) is a increasing
function, so qrj � 1� e(↵�1).
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6 Exercises

1. Show that for the bipartite matching linear programming, there is always an integral solution
that achieves an optimal value.

2. In the primal-dual analysis for waterlevel algorithm, why does qw �
R 1

0 (1� f(X))dx in the
case that w is completely drained?

3. Prove the claims in section 5.2.

Acknowledgements: Style file borrowed from CMU
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